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Daniel TunkelangSuivre
Behavioral economics transformed how we think about human decision making, rejecting expected utility maximization for the real world of heuristics, biases, and satisficing. In this talk, I'll argue that our thinking about search engines needs a similar transformation. I will compare the Probability Ranking Principle to expected utility maximization and offer ways that AI can help searchers satisfice through query understanding.

This was an invited talk given at the 2023 Walmart AI Summit.

Speaker Bio

Daniel Tunkelang is an independent consultant specializing in search, machine learning / AI, and data science. He completed undergraduate and master's degrees in Computer Science and Math at MIT and a PhD in computer science at CMU. He was a founding employee and chief scientist of Endeca, a search pioneer that Oracle acquired in 2011. He then led engineering and data science teams at Google and LinkedIn. He has written a book on Faceted Search, and he blogs on Medium about search-related topics — particularly query understanding. He has worked with numerous tech companies, retailers, and others, including Algolia, Apple, Canva, Coupang, eBay, Etsy, Flipkart, Home Depot, Oracle, Pinterest, Salesforce, Target, Yelp, and Zoom.

Lire moins

Lire la suite
Logiciels




Signaler
Partager








Signaler
Partager



1  sur  32Télécharger maintenantTélécharger pour lire hors ligne









































































Recommandé
Query Understanding and Ecommerce
Query Understanding and EcommerceDaniel Tunkelang 


Optimising Your Content for findability
Optimising Your Content for findabilityKristian Norling 


Action-Based Discretization For AI Search
Action-Based Discretization For AI SearchLindsey Williams 


Deciphering AI - Unlocking the Black Box of AIML with State-of-the-Art Techno...
Deciphering AI - Unlocking the Black Box of AIML with State-of-the-Art Techno...Analytics India Magazine 


Recommender system 
Recommender system FidanHasanguliyeva 


CLUSTER ANALYSIS.pptx
CLUSTER ANALYSIS.pptxLithal Fragrance 


Introduction to Machine Learning
Introduction to Machine LearningSATHVIK MANIKANTAN N U 


Search Accuracy Metrics and Predictive Analytics - A Big Data Use Case: Prese...
Search Accuracy Metrics and Predictive Analytics - A Big Data Use Case: Prese...Lucidworks 







Contenu connexe
Similaire à Helping Searchers Satisfice through Query Understanding
Information About Reliability And Maintainability...
Information About Reliability And Maintainability...Katy Allen 



Data Con LA 2022 - Real world consumer segmentation
Data Con LA 2022 - Real world consumer segmentationData Con LA 



Machine Learning in the Financial Industry
Machine Learning in the Financial IndustrySubrat Panda, PhD 



How to create a taxonomy for management buy-in
How to create a taxonomy for management buy-inMary Chitty 



Machine Learning Product Managers Meetup Event
Machine Learning Product Managers Meetup EventBenjamin Schulte 



Lunch and Learn Artificial intelligence 
Lunch and Learn Artificial intelligence The PNR 



Modern Search: Using ML & NLP advances to enhance search and discovery
Modern Search: Using ML & NLP advances to enhance search and discoveryAll Things Open 



Baworld adapting to whats happening
Baworld adapting to whats happeningDave Davis PMP, PgMP, PBA 



Structured design: Modular style for modern content
Structured design: Modular style for modern contentChristopher Hess 



SPSBE14 Intranet Search #fail
SPSBE14 Intranet Search #failBen van Mol 



SharePoint Saturday Belgium 2013 Intranet search fail
SharePoint Saturday Belgium 2013 Intranet search failBIWUG 



Introduction to Enterprise Search
Introduction to Enterprise SearchFindwise 



How AI will change the way you help students succeed - SchooLinks
How AI will change the way you help students succeed - SchooLinksKatie Fang 



Elder Abuse Research
Elder Abuse ResearchLaura Torres 



Veda Semantics - introduction document
Veda Semantics - introduction documentrajatkr 



 Recommended System.pptx
 Recommended System.pptxDr.Shweta 



Recommender Systems In Industry
Recommender Systems In IndustryXavier Amatriain 



Ai demystified for HR and TA leaders
Ai demystified for HR and TA leadersAntonia Macrides 



Fantastic Problems and Where to Find Them: Daryl Weir
Fantastic Problems and Where to Find Them: Daryl WeirFuturice 



MBA
MBASandra Acirbal 





Similaire à Helping Searchers Satisfice through Query Understanding (20)
Information About Reliability And Maintainability...
Information About Reliability And Maintainability... 


Data Con LA 2022 - Real world consumer segmentation
Data Con LA 2022 - Real world consumer segmentation 


Machine Learning in the Financial Industry
Machine Learning in the Financial Industry 


How to create a taxonomy for management buy-in
How to create a taxonomy for management buy-in 


Machine Learning Product Managers Meetup Event
Machine Learning Product Managers Meetup Event 


Lunch and Learn Artificial intelligence 
Lunch and Learn Artificial intelligence  


Modern Search: Using ML & NLP advances to enhance search and discovery
Modern Search: Using ML & NLP advances to enhance search and discovery 


Baworld adapting to whats happening
Baworld adapting to whats happening 


Structured design: Modular style for modern content
Structured design: Modular style for modern content 


SPSBE14 Intranet Search #fail
SPSBE14 Intranet Search #fail 


SharePoint Saturday Belgium 2013 Intranet search fail
SharePoint Saturday Belgium 2013 Intranet search fail 


Introduction to Enterprise Search
Introduction to Enterprise Search 


How AI will change the way you help students succeed - SchooLinks
How AI will change the way you help students succeed - SchooLinks 


Elder Abuse Research
Elder Abuse Research 


Veda Semantics - introduction document
Veda Semantics - introduction document 


 Recommended System.pptx
 Recommended System.pptx 


Recommender Systems In Industry
Recommender Systems In Industry 


Ai demystified for HR and TA leaders
Ai demystified for HR and TA leaders 


Fantastic Problems and Where to Find Them: Daryl Weir
Fantastic Problems and Where to Find Them: Daryl Weir 


MBA
MBA 






Plus de Daniel Tunkelang
Semantic Equivalence of e-Commerce Queries
Semantic Equivalence of e-Commerce QueriesDaniel Tunkelang 



MMM, Search!
MMM, Search!Daniel Tunkelang 



Enterprise Intelligence
Enterprise IntelligenceDaniel Tunkelang 



Query Understanding: A Manifesto
Query Understanding: A ManifestoDaniel Tunkelang 



Where should you put your data scientists?
Where should you put your data scientists?Daniel Tunkelang 



Data Science: A Mindset for Productivity
Data Science: A Mindset for ProductivityDaniel Tunkelang 



My Three Ex’s: A Data Science Approach for Applied Machine Learning
My Three Ex’s: A Data Science Approach for Applied Machine LearningDaniel Tunkelang 



Web science - How is it different?
Web science - How is it different?Daniel Tunkelang 



Better Search Through Query Understanding
Better Search Through Query UnderstandingDaniel Tunkelang 



Social Search in a Professional Context
Social Search in a Professional ContextDaniel Tunkelang 



Find and be Found: Information Retrieval at LinkedIn
Find and be Found: Information Retrieval at LinkedInDaniel Tunkelang 



Search as Communication: Lessons from a Personal Journey
Search as Communication: Lessons from a Personal JourneyDaniel Tunkelang 



Enterprise Search: How do we get there from here?
Enterprise Search: How do we get there from here?Daniel Tunkelang 



Big Data, We Have a Communication Problem 
Big Data, We Have a Communication Problem Daniel Tunkelang 



How to Interview a Data Scientist
How to Interview a Data ScientistDaniel Tunkelang 



Information, Attention, and Trust: A Hierarchy of Needs
Information, Attention, and Trust: A Hierarchy of NeedsDaniel Tunkelang 



Data By The People, For The People
Data By The People, For The PeopleDaniel Tunkelang 



Content, Connections, and Context
Content, Connections, and ContextDaniel Tunkelang 



Scale, Structure, and Semantics
Scale, Structure, and SemanticsDaniel Tunkelang 



Strata 2012: Humans, Machines, and the Dimensions of Microwork
Strata 2012: Humans, Machines, and the Dimensions of MicroworkDaniel Tunkelang 





Plus de Daniel Tunkelang (20)
Semantic Equivalence of e-Commerce Queries
Semantic Equivalence of e-Commerce Queries 


MMM, Search!
MMM, Search! 


Enterprise Intelligence
Enterprise Intelligence 


Query Understanding: A Manifesto
Query Understanding: A Manifesto 


Where should you put your data scientists?
Where should you put your data scientists? 


Data Science: A Mindset for Productivity
Data Science: A Mindset for Productivity 


My Three Ex’s: A Data Science Approach for Applied Machine Learning
My Three Ex’s: A Data Science Approach for Applied Machine Learning 


Web science - How is it different?
Web science - How is it different? 


Better Search Through Query Understanding
Better Search Through Query Understanding 


Social Search in a Professional Context
Social Search in a Professional Context 


Find and be Found: Information Retrieval at LinkedIn
Find and be Found: Information Retrieval at LinkedIn 


Search as Communication: Lessons from a Personal Journey
Search as Communication: Lessons from a Personal Journey 


Enterprise Search: How do we get there from here?
Enterprise Search: How do we get there from here? 


Big Data, We Have a Communication Problem 
Big Data, We Have a Communication Problem  


How to Interview a Data Scientist
How to Interview a Data Scientist 


Information, Attention, and Trust: A Hierarchy of Needs
Information, Attention, and Trust: A Hierarchy of Needs 


Data By The People, For The People
Data By The People, For The People 


Content, Connections, and Context
Content, Connections, and Context 


Scale, Structure, and Semantics
Scale, Structure, and Semantics 


Strata 2012: Humans, Machines, and the Dimensions of Microwork
Strata 2012: Humans, Machines, and the Dimensions of Microwork 









Dernier
CSS Notes in PDF, Easy to understand. For beginner to advanced.              ...
CSS Notes in PDF, Easy to understand. For beginner to advanced.              ...syedfaisal759877 



Introduction to Research Automation with Globus
Introduction to Research Automation with GlobusGlobus  



انتزاع و هزینه - انتزاع و تاثیرات آن در توسعه و نگهداری نرمافزار
انتزاع و هزینه - انتزاع و تاثیرات آن در توسعه و نگهداری نرمافزارsohilww 



Advanced Globus System Administration Topics
Advanced Globus System Administration TopicsGlobus  



How AI is preventing account fraud at web scale
How AI is preventing account fraud at web scaleAmir Moghimi 
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	1. Helping Searchers Satisfice
through  Query Understanding
Daniel Tunkelang
 


	2. Overview
● A Brief  Introduction to Behavioral Economics
● The Probability Ranking Principle and its Discontents
● Can Dense Retrieval Help?
● Problems that Dense Retrieval is still Neglecting
● Helping Searchers Satisfice through Query Understanding
 


	3. A Brief Introduction  to Behavioral Economics
 


	4. Classical Economics: Expected  Utility Maximization
● People make decisions between alternatives everyday.
● Utility maximization: people choose alternative with higher utility.
● When outcomes are uncertain, people maximize expected utility.
● Risk aversion makes people discount utility of risky outcomes.
● Assumes people are rational and have complete information.
● Homo economicus model dominated economics for a long time.
 


	5. Behavioral Economics: What  People Really Do
● People make decisions using bounded rationality. (Herb Simon, 1955)
○ Limited information and limited resources to act on it.
○ Instead of maximizing expected utility, people “satisfice”.
● People act irrationally within their constraints. (Tversky and Kahneman, 1974)
○ Risk evaluation depends on framing (e.g, winning vs. losing).
○ Utility of an outcome depends on other options.
○ Heuristics and biases maps people “predictably irrational”.
 


	6. How does this  relate to information retrieval?
 


	7. Probability Ranking Principle
●  “The Probability Ranking Principle In IR” (Stephen Robertson, 1977)
● Asserts that results should be sorted by expected relevance.
● Serves as foundation of most search engines to this day.
● We just need to get better at computing expected relevance.
● Sounds like expected utility maximization!
● Does it address what searchers really do?
 


	8. Problems with the  Probability Ranking Principle
● Similar results tend to be relevant to same requests. (van Rijsbergen, 1979)
● Results are evaluated independently, but utility of results is not additive.
● Relevance measures do not predict user benefit. (Turpin and Scholer, 2008)
● Search engines should help people help themselves. (Marchionini, 2006)
● Perhaps search engines should help users satisfice rather than maximize?
 


	9. The Real World  Intervenes
● Search applications separate boolean retrieval from scored ranking.
● Recognition that relevance and utility are distinct concepts.
● If retrieval is effective, probability of relevance has low variance.
● But conditional utility given relevance often has high variance.
● Satisfice on relevance, but maximize conditional utility given relevance.
 


	10. Techniques that Have  Worked
● Multi-stage ranking for computational efficiency.
● Reranking results to increase diversity.
● Training a separate relevance model.
● Suggesting refinements to elicit more specific intents.
● Autocomplete to nudge users to better queries.
● Content and query understanding.
 


	11. How does AI  change things?
 


	12. AI Enables the  Vector Space Model on Steroids!
● Embeddings transform content and queries into vectors.
● Similarity-based nearest-neighbor retrieval.
● But it is still a vector space model! (Salton, 1974)
● Efforts to improve embedding quality and efficiency.
● Expected utility maximization, but with better tools.
 


	13. But does this  really help?
● Most queries are still short, often a single entity.
● Eliciting searcher's intent still as big a challenge as ranking.
● Relevance still feels binary for most applications.
● Which is a challenge for similarity-based retrieval.
● Fine-grained scoring is poor fit for short queries.
● Focus is expected utility maximization, not satisficing.
 


	14. So how can  we use AI to address these problems?
 


	15. Focus on content  and query understanding.
● Content understanding is often binary classification.
● Same with query understanding, but more nuanced.
● Improve representations and matching, not ranking.
● Learn from head and torso to improve the tail.
● Focus on helping searchers satisfice!
 


	16. Let’s explore query  understanding a bit.
● Assumptions
○ Content is already classified into a taxonomy.
○ Content has robust string representation (e.g., title).
○ We can learn from historical search behavior.
● Let’s focus on ecommerce.
○ Tends to have good structured data.
○ Mostly short, entity-centric queries.
○ Query traffic has a power law distribution.
 


	17. Query Classification
Category:
Cell Phones  & Accessories >
Cell Phone Accessories >
Cases, Covers & Skins
otterbox pixel 7
 


	18. Classify frequent queries  manually or heuristically.
Torso: use dominant
clicked category.
Classify head
queries manually.
Tail?
 


	19. Train embedding-based model  for tail queries.
Torso: use dominant
clicked category.
Classify head
queries manually.
Tail
TRAINING
DATA!
Model
 


	20. Can deliver major  improvements in relevance.
 


	21. Some Nuances
● Learning  from behavior introduces presentation bias.
● Behavior may not cover less popular categories.
● Queries vary in specificity.
○ “mens black tee” -> Men’s T-Shirts; “mens clothes” -> Men’s Clothing
● Queries can span multiple categories or no category.
○ “sony” -> TVs, Audio Video Games; “returns” -> Returns Page
● Category overlap confuses the classifier.
○ Cell Phone Accessories overlap with Audio and Computer Accessories.
 


	22. Query Similarity
  


	23. Query Similarity: Beyond  the Most Significant Bit
● Query category is “most significant bit” of relevance.
● But queries supply more signal than a category.
● Distinct queries can express equivalent search intent.
►
 


	24. How do we  compute query similarity?
● Superficial Query Similarity
○ Variations in stemming, word order, stop words, etc.
○ Effective but limited approach.
○ Needs guardrails for precision, e.g., shirt dress != dress shirt.
● Embeddings
○ Looks beyond tokens and superficial signals.
○ But most queries are short!
 


	25. Alternative Approach: Bag  of Documents Model
 


	26. Compute query vector  as mean of document vectors.
● Aggregate mean of document vectors for clicks or purchases.
● Documents have more robust string representations than queries.
● Aggregating document vectors reduces noise and variance.
● Even works well with “primitive” embeddings like fastText.
● Requires retrieval and ranking to be good enough.
● Biggest risk: no engagement for unretrieved results.
 


	27. Queries ► Results  ► Vectors ► Means ► Similarity
►
►
[0.13, 0.81, … ]
[0.09, 0.75, … ]
…
►
[0.11, 0.79, … ]
[0.13, 0.81, … ]
[0.09, 0.77, … ]
…
►
[0.12, 0.78, … ]
►
cos
 


	28. Simple, effective, but  limited to offline computation.
● Only works for queries that have engagement history.
● Would be expensive to compute aggregates online.
● Still, head and torso queries are a large fraction of traffic.
● Can use nearest neighbors to improve recall.
● Can replace query-level analytics with intent-level analytics.
● But what do we do for tail queries?
 


	29. We can train  a sentence transformer model for the tail.
 


	30. Same trick: use  head and torso queries for training.
● Training data consists of (query1
, query2
, similarity) triples.
● We focus on how well query2
substitutes for query1
.
● Below a certain similarity, we don’t care about precise score.
● Important to oversample relatively similar query pairs.
● Fine-tune a pre-trained sentence transformer model.
● Can use output of query classifier as an input.
● Generalizes “bag of documents” model to tail queries.
 


	31. Can help for  poorly performing tail queries.
 


	32. Summary: It’s All  About Satisficing
● Classical economics focused on maximizing utility.
● But real life is mostly about satisficing.
● The same holds true for search.
● AI is great, but let’s use to help searchers satisfice.
● Huge opportunity to do so through query understanding.
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